


Introduction
The use of machine learning techniques for data analysis can be understood as a problem of pattern recognition or, more
informally, of knowledge discovery and data mining. There exists a gap, though, between data modeling and knowledge
extraction. Models can be rendered powerless unless they can be interpreted, and the process of human interpretation follows
rules that go well beyond technical prowess. For this reason, interpretability is a paramount quality that machine learning
methods should aim to achieve if they are to be applied in practice.

Understanding why machine learning models behave the way they do empowers both system designers and end-users in many
ways: in model selection, feature engineering, in order to trust and act upon the predictions, and in more intuitive user interfaces.

However, restricting machine learning to interpretable models is often a severe limitation, in may application, model
interpretability is achieved by scarifying model performance

We will go through some interpretable techniques and discuss.
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Interpretability Classification
Depending on the time when interpretability is obtained

• Intrinsic interpretability 
• Post-hoc interpretability

Depending on the scope
• Global interpretability
• Local interpretability 

Intrinsic Interpretability
• Globally Interpretable Model

• Adding interpretability constraints
• Interpretable model extraction

• Locally Interpretable Model
• Employing attention mechanism

Post-hoc Interpretability
• Globally Interpretable Model

• Traditional ML explanation
• Deep learning pipeline

• Locally Interpretable Model
• Model-agnostic explanation
• Model-specific explanation
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Intrinsic Interpretability
Globally Interpretable Model

Local Interpretable Model

Adding Interpretability Constraints
• Enforcing sparsity terms --- Lasso path
• Monotonic relations among features --- simpler decision tree

Different from the globally interpretable models that offer a certain extent of transparency about what is going on inside a 
model, locally interpretable models provide users understandable rationale for a specific prediction. 
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Post-hoc Interpretability
Globally Interpretable Model

Traditional ML

Permutation feature importance
• Set baseline accuracy as the average score of a pre-trained model with n features
• Shuffle the values of a feature on the test set and compute the average prediction score 
• Iteratively performed the previous process for each feature
• Rank the importance of the n feature according to the reduction of their score comparing to baseline accuracy p
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Post-hoc Interpretability
Globally Interpretable Model

• Activation maximization framework

DNN Representation

• Using prior and optimize the latent space codes to find an image which can activate a given neuron
For example: GAN, VAE

Let x as model inputs, fl x be activation value of a neuron at layer l for input x and  ℛ x is a regularizer
x∗ = arg min

x
fl x − ℛ x

The idea is to find an artificial sample that maximize the activation of an hidden unit and take this sample as representation of the 
filter.

Problems:
 The optimization process may produce unrealistic images containing noise and high-frequency patterns
 It’s possible to produce images that satisfy the optimization but still unrecognizable 
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Post-hoc Interpretability
Local Interpretable Model

Perturbation Based Explanation
Measuring how prediction score changes when the features are altered

• Omission
• Observe changes when a feature is removed

• Occlusion
• Observe changes when a feature is replaced

Model-agnostic Approach
It extract post-hoc explanations by treating the original model as a black box, this involves learning an interpretable model on the 

predictions of the black box model

Model-specific Approach
• Back-propagation
• Mask Perturbation
• Visualize deep representation

Algo DepthInterpretable AI



Interpretability Techniques
LIME

The idea is using an interpretable model to approximate a black box model at some sample points

f x : original model
g(𝓏′) : simple explanation model
x′ : simplified inputs
x : single input, x = hx x′

hx(x′) : mapping function
M : number of simplified input features 

For a simple explanation model:

g 𝓏′ = ϕ0 + σi=1
M ϕi𝓏i′ , 𝓏′ ∈ 0,1 M

To find ϕ, LIME minimizes the following objective function:
ξ = argmin

g∈𝒢
L(f, g, hx′) + Ω(g)

Blue/pink background: The black- box model’s complex decision function 𝑓 (unknown to LIME)

Dashed line: the explanation that is locally (but not globally) faithful

Bright bold red cross: the instance being explained

Local Interpretable Model-agnostic Explanation(LIME)
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Interpretability Techniques
Local Interpretable Model-agnostic 
Explanation(LIME)

Summary of the procedure
1. Generate N “perturbed” samples of the interpretable version of the instance to explain y’.

Let {zi
′ ∈ X′| i = 1,… , N} be the set of these observations.

2. Recover the “perturbed” observations in the original feature space by means of the mapping function.
Let {zi

′ ≡ hʸ(zi
′) ∈ X | i = 1, … ,N} be the set in the original representation.

3. Let the black box model predict the outcome of every “perturbed” observation. 
Let {f(zi) ∈ ℝ | i = 1,… , N} be the set of responses.

4. Compute the weight of every “perturbed” observation. 
Let {wʸ(zi) ∈ ℝ⁺ | i = 1,… , N} be the set of weights.

5. Solve the equation above using the dataset of “perturbed” samples with their responses {(zi
′, f(zi)) ∈ X′ × ℝ | i = 1,… , N} as training data

6. Select K features best describing the black box model outcome from the perturbed dataset.

7. Fit a weighted linear regression model to a feature-reduced dataset composed of the K selected features in step 5. 
If regressor, the linear model will predict the output of the black box model directly
If classifier, the linear model will predict the probability of the chosen class

8. Extract the coefficients from the linear model and use them as explanations for the black box model’s local behavior.
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Evaluate Interpretability
Application-grounded

The best way to show the model works is to evaluate it with respect to the tasks with real human 

Human-grounded
Conducting simpler human-subject experiments that maintain the essence for the target application.
* In finance, finance expertise can use domain knowledge to diagnostic the model behavior. 

Functionally-grounded
Requires no human experiments, it used some formal definition of interpretability as a proxy for 

explanation quality.  
The challenge is to find the right proxy
* In finance, Factor exposure may be a proxy.
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