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Convolutional Neural Network 
CNN Background: 

Since David Rumelhart, Geoffrey Hinton, and Ronald J. Williams experimentally elaborated that 

the backpropagations generated useful internal information in 1986, the deep learning neural 

network went through rapid development, and it has become one of the most popular machine-

learning models during the previous decades. Under its category, the convolutional neural 

network (CNN) exhibits outstanding stability in image related tasks such as object detection. Yann 

LeCun, one of the students of Hinton, created the very beginning convolutional neural network’s 

structure, LeNet, in 1998. They successfully used it to recognize the hand-written zip code. 

However, the LeNet was not contemporarily popular due to computational limits. Start from 

earlier 2010, the performance of GPUs has been tremendously improved. Those technical 

breakthroughs enabled backpropagations on CNN models and saved people plenty of time to 

train a model. In 2012, another Hinton’s student, Alex Krizhevsky, proposed a new CNN model 

called AlexNet which won the first place of ILSVRC 2012 over millions of images classification 

problems from ImageNet datasets. Moreover, the AlexNet boosted the accuracy from 70s 

percent to 80s percent. Big data and more efficient algorithm satisfied other conditions to a 

achieve better model. Unsurprisingly, people began to switch to CNN for image tasks. More CNN 

variants, including GoogleNet, VGG, ResNet, etc., came out and continuously beat the accuracy 

record. R-CNN extended simple image classification tasks into instance segmentation jobs. 

Nowadays, CNN is commonly applied to autonomous driving, facial recognition, robots, etc.  

 

State-of-Art Architectures: 

The Convolutional Neural Network (CNN) is a class of deep, feed-forward artificial neural 

networks. Being different from a traditional neural network, it replaces fully connected multi-

perceptron layers with convolutional layers and pooling layers so that the model requires a 

minimal number of parameters. The convolutional operations take the inner product of the linear 

filter and the underlying input matrices to generate the resulting feature map. Moreover, CNN 

maintains the spatial relationship over input data which helps to minimize the information loss. 

The purpose of CNN is to extract useful features from the original input and to recognize patterns 

based on the feature mappings. CNN’s superior ability of pattern recognition within a large-

dimension data set allows it to form predictions or classification based on the input data. In that 

case, fully connected layers and softmax layer are usually added after the convolutional layers. 

Although most of the work with CNNs have been in the field of image recognition, they are an 

excellent fit for improving the trading system based on its extraordinary feature extraction ability. 

We may form input matrixes as the combination of both market data (open, high, low, close, 
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volume) and public data (financial report). CNN can filter high-dimensional and noisy data to 

useful lower dimension matrices with low diminishing to the effectiveness of information, 

thereby generating a more efficient and robust prediction model. 

In the following report, we will elaborate on different state-of-art architectures and examine how 

different regularization methods help with the training process. 

 

Figure 1. Convolutional Neural Network Architecture 

1. ResNet 

In general, people believe that a deeper structure of neural network usually yields higher 

accuracy. However, very deep neural networks are difficult to train because of the problem of 

gradient explosion or vanishing. When the network’s depth is increasing,  accuracy gets saturated 

and then degrades rapidly. Kaiming He, a researcher from Facebook, proposed a new 

architecture, ResNet, that reformulated the layer inputs and provided comprehensive empirical 

evidence showing that these residual networks are easier to optimize.  

The idea is coming from the linear function, y = a ∗ x + b. It adds an identity mapping branch to 

each convolutional block and keeps another convolutional branch as the residual branch. This 

structure indicates that a deeper model should produce no higher training error than its 

shallower model. The paper hypothesizes that multiple nonlinear layers can asymptotically 

approximate complicated functions, then it is equivalent to hypothesize that they can 

asymptotically approximate the residual functions, i.e., H(x) – x. So the original function is: F(x) = 

H(x) – x . Such building block looks like the following, 

 

 

 

 

 

 

Figure 2. Residual learning: a building block [3] (He at al. 2015) 
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If the identity map shares the same dimension as the outputs from the shallower branch, then 

the output of residual block should be easy as y = F(x, {W𝑖}) + 𝑥. Then, for two convolutional 

layers, the function F is F = W2𝜎(𝑊1𝑥), where σ denotes a ReLU activation function. When the 

dimension of F(x, {Wi}) and x is not matched,  we have our output to be y = F(x, {W𝑖}) + 𝑊𝑠. The 

following table gives some examples of the several depths of nets. 

 

Table 1. Architectures for ImageNet. Building blocks are shown in brackets, with the numbers of blocks stacked. 

Downsampling is performed by conv3 1, conv4 1, and conv5 1 with a stride of 2. [3] (He et al. 2015) 

 

ResNet architecture enables a deeper structure of convolutional neural networks which yields 

performance that is better than the state-of-art. Paper proposes ResNet-18, ResNet-34, ResNet-

50, ResNet-101, ResNet-152, which is commonly applied as baselines for other models. Based on 

the sample size, we can choose the appropriate one to avoid any overfitting problem. However, 

the problem is not completely solved. It tries a deep model of over 1000 layers, which gives a 

result that although the training error decreases to 0.1%, its test error is climbing.  

 

2. Inception-v4 and Inception-ResNet: 

From version-1 to version-4,  Inception net is designed to solve the following problems: a) too 

many parameters cause overfitting; b) too complicated network is difficult to train because of 

limits in computational resources; c) Deep neural work will have the problems of gradient 

vanishing and decreasing performance. One of Inception’s explicit advantages is that it utilizes 

additive merging of signals both for image recognition and especially for object detection. The 

Inception net also widely used a 1x1 convolutional layer to connect same position’s features from 

different channels to increase the correlations among receptive fields. 1x1 layers can also change 

the size of the channels of the input to boost the speed. Inception-v4 is the latest version of 

inception net family. It is an updated version of inception-v3 which crops some of the 

unnecessary branches of the network, so it ends up with faster training speed and fewer 
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parameters in the system. The paper also tries to examine whether a wide inception network or 

a deep network work better.  

 

History of Inception Net: 

Inception-V1 proposes cardinality structure which concatenates outcomes from several 

convolutional branches. Some benchmark deep convolutional architecture such as GoogLeNet 

reach ImageNet top-5 error of 6.67%. Inception-V2 refines the model with batch normalization 

and boosts the performance to the top-5 error of 4.8%. Inception-V3 creates additional 

factorization into the model and yields better performance, fewer parameters, and it eventually 

achieves a top-5 error of 3.5%.  

Christian Szegedy, the researcher from Google, proposes three new network architectures in 

detail. Inception-ResNet-v1 combines the ResNet and inception net which has a similar 

computational cost to Inception-v3. Inception-ResNet-v2 is a costlier hybrid inception version 

with significantly improved recognition performance. Inception-v4 is a pure inception variant 

without residual connections that has roughly the same recognition performance as Inception-

ResNet-v2. However, Inception-ResNet-v2 performs a better converging speed than Inception-

v4. 

Generally, the speed of inception networks has been remarkably improved, and those latest 

models outperform all the previous networks. 

 

3. Introduction to regional convolutional neural network: 

In recent years, object detections have become one of the hottest research topics in image 

processing and computer vision. In detail, object detections include object classification, object 

bounding box regression, and instance segmentation. Object classification is to classify each 

object in an image to a certain class; object bounding box regression outputs coordinates of the 

bounding box; Instance segmentation classifies each pixel to their corresponding classes. Ross 

Girshick et al. proposed a new structure called region-CNN for those tasks. However, the original 

R-CNN only focuses on the object classification and the bounding box detection. Theoretically, R-

CNN will take an image as its input and output bounding box and labels for each object in the 

image. 

 

Methodology: 

The R-CNN contains three module. The first generates category-independent region proposals, 

which defines candidate detections available to our detector. The second module is a large 

convolutional layer which extracted features from each region. The third module is a set of class-
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specific linear SVMs for classification and bounding box regression. The primary structure of R-

CNN is as following, 

 

Figure 3. Object Detection system review. Our system (1) takes an input image, (2) extracts around 2000 bottom-

up region proposals, (3) computes features for each proposal using a large convolutional neural network (CNN), 

and then (4) classifies each region using class-specific linear SVMs. [19] (Ross et al. 2013) 

 

In this case, Ross et al. used the selective search methodology to generate those candidate 

windows. To connect with fully connected layers, CNN feature extraction module needs a fixed-

size input. The model warps those region proposals to the fixed size and then pass it to the CNN 

block.  

In conclusion, It shows a simple and scalable object detection algorithm that gives a 30% relative 

improvement over the best previous results on PASCAL VOC 2012. However, this model shows 

some significant shortcomings: it takes too long to process one image (13S/image on GPU) and 

many overlapped regions repeatedly send to CNN module, which is not an efficient way. Those 

obvious defects are ameliorated in later versions of R-CNN. 

 

4. Introduction to Faster R-CNN: 

Extended from Fast R-CNN, Faster R-CNN proposes Region Proposal Network that will enable the 

model to learn how to generate regional proposals by itself. RPN is a fully convolutional network 

that simultaneously predicts object bounds and scores at each position. 

Similarly, Faster R-CNN consists of three modules which are a feature extraction module, a deep 

fully convolutional network that proposes regions and the fast R-CNN detector that uses the 

proposed regions to do further classifications and bounding box regression. 

The Input of region proposal network is feature mappings, and output is a set of rectangular 

object proposals, each with an object score (to determine if it is an object or the background). To 

generate region proposals, it slides a small network over the convolutional feature map output 
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by the last shared convolutional layer. Then, each sliding window is mapped to a lower-

dimensional feature. We feed features into two sibling fully-connected layers which are the box-

regression layer and the box-classification layer. 

At each sliding-window location, it predicts multiple region proposals, where the maximum 

possible proposals for each location is denoted as k. Reg layer has 4k outputs encoding the 

coordinates of k boxes, and the classification layer outputs 2k scores that estimate the probability 

of object or not object for each proposal, which is called anchors 

 

Figure 4. Region Proposal Network (RPN) [10] (Ren et al. 2015) 

 

Therefore, the loss function of the region proposal network contains the loss from labeling and 

bounding box regression, L({p𝑖}, {t𝑖}) =
1

𝑁𝑐𝑙𝑠
∑ 𝐿𝑐𝑙𝑠(𝑝𝑖, 𝑝𝑖

∗
𝑖 ) + 𝜆

1

𝑁𝑟𝑒𝑔
∑ 𝑝𝑖

∗𝐿𝑟𝑒𝑔(𝑡𝑖, 𝑡𝑖
∗)𝑖 , where p is 

the label and t is the coordination. 

Since the Faster R-CNN contains several modules, Shaoqing Ren et al. gave several different 

approaches to train the model and eventually, he chose the most efficient one in his training 

process. First, it trains RPN (initialized with an ImageNet-pre-trained model and fine-tuned end-

to-end) then a separate detection network by Fast R-CNN (initialized by the ImageNet-pre-

trained model). Then it moves to Fine-tune unique layer in RPN using detector network. 

Eventually, fine-tuned unique layers in Fast-CNN. 

In conclusion, the results contribute that RPNs are capable of efficient and accurate region 

proposal generation. By sharing features with the down-stream detection network, the region 

proposal step is nearly cost-free. The faster R-CNN enables a unified, deep-learning-based object 

detection system to run at near real-time frame rates. RPN improves the region proposal quality 

and thus overall object detection accuracy. 
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5. Introduction to Mask R-CNN: 

The goal of Mask R-CNN is to extend the functionality of original faster R-CNN to a new domain, 

instance segmentation. Instance segmentation is to classify the pixel level, which the model can 

classify each pixel to their corresponding classes. The Mask R-CNN has the following structure, 

 

Figure 5. The mask R-CNN for instance segmentation [2] (He et al. 2017). 

 

The methodology is relatively straightforward and easy to understand. It preserves the most 

parts from the previous faster R-CNN architecture such as region proposal network, fully 

connected layers for classification and bounding box regression. However, it replaces the 

RoIAlign layer with the RoIPool layer and attaches an additional branch for the masking job after 

that RoIAlign layer. 

Loss function from the mask branch then adds to the total loss, L = L𝑐𝑙𝑠 + 𝐿𝑏𝑜𝑥 + 𝐿𝑚𝑎𝑠𝑘 , where 

Lcls is the object classification loss, Lbox is the bounding box loss, and Lmask is the mask loss. The 

output of the branch would be Km2 dimension for each region of interest. Suppose that there are 

K classes of objects, for each class, there is an m x m feature maps indicates if pixels belong to 

that class. Most importantly, Lmask is only defined on the k-th mask where k-th is the true ground. 

The fully convolutional layers under the mask branch maintains the spatial relationship with no 

need to collapse feature mappings into a vector.  

One of the shortages of RoIPool from previous R-CNN models is that although its translations 

have little impact on the accuracy of object classification and bounding box regression, it has a 

significantly negative impact on pixel-level classification due to the information loss. Therefore, 
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Kaiming He al et. proposes a new way to obtain the fixed size feature map by applying bilinear 

interpolation to compute more precise values of the input features at four regularly sampled 

locations in each RoI bin and then aggregate them. 

Here are some results from COCO dataset: 

 

Figure 6. Mask R-CNN results on the COCO test set. These results are based on ResNet-101, achieving a mask AP of 

35.7 and running at 5 fps. Masks are shown in color, and bounding box, category, and confidences are also shown. 

[2] (He et al. 2017) 

 

Paper proposes 80k training images, 35k validation images, and 5k test images from COCO 

dataset and its test result with different backbone architecture are shown below: 

 

 

Table 2. Instance segmentation mask AP on COCO test-dev. MNC and FCIS are the winners of the COCO 2015 and 

2016 segmentation challenges, respectively. Without bells and whistles, Mask R-CNN outperforms the more 

complex FCIS+++, which includes multi-scale train/test, horizontal flip test, and OHEM. All entries are single-model 

results. [2] (He et al. 2017) 
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In conclusion, Mask R-CNN has outperformed the state-of-art models in object detection as well 

as the instance segmentation. The speed of the model is not too bad under the GPU, about five 

images per second. 

 

Tricks: 

1. Introduction to Batch Normalization: 

In a deep neural network, people have found that if the inputs of each layer change frequently, 

then to reach a better result, the model usually needs parameters initializations and low learning 

rate carefully. This is usually because of internal covariate shift which changes happen in the 

distribution of network activations. Some classic papers also show that eliminating internal 

covariate shift offers a promise of faster training. Then there is one paper proposes a new 

methodology which reduces the internal covariate shift and eventually speeds up the training 

process by allowing careless initialization and higher learning rate. 
 

Methodology: 

The goal is to normalize each scaler features in the layer independently. After the normalization, 

each feature should have a distribution of mean to be 0 and standard deviation to be 1. Assuming 

d-dimension input  x = (x1, … x𝑑), it normalizes each dimension by �̂�𝑘 =
𝑥𝑘−𝐸[𝑥𝑘]

√𝑉𝑎𝑟(𝑥𝑘)

. However, its 

representation is constrained to the linear regime of non-linearity. To solve this problem, it 

introduces an easy way to preserve the identity representation by scaling and shifts:    y𝑘 =

𝛾𝑘�̂�𝑘 + 𝛽𝑘. All the parameters can be updated by back-propagation. Then, its representation is:  

Input: Values of x over a mini-batch: B = {x1…m}; Parameters to be learned: γ, β  

Output: {yi = 𝐵𝑁𝛾,𝛽 (𝑥𝑖)} 

μB  ←
1

𝑚
 ∑ 𝑥𝑖

𝑚

𝑖=1

 

σ2 ←
1

𝑚
∑(𝑥𝑖 − 𝜇𝐵)2

𝑚

𝑖=1

 

�̂�𝑖 ←
𝑥𝑖 − 𝜇𝐵

√𝜎𝐵
2 + 𝜖

   

yi ← 𝛾�̂�𝑖 + 𝛽 = BN𝛾,,𝛽(𝑥𝑖)  
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The explicit transformation promises its loss function to be differentiable, which is shown 

below: 

  

∂l

𝜕𝑥�̂�
=

𝜕𝑙

𝜕𝑦𝑖
 ∙ 𝛾 

𝜕𝑙

𝜕𝜎𝐵
2 =  ∑

𝜕𝑙

𝜕𝑥�̂�
∙

−1

√𝜎2 + 𝜖    
−

1

2
(𝜎𝑖 − 𝜇𝐵

𝑚

𝑖=1

) ∙  −
1

2
(𝜎𝐵

2 + 𝜖)−
3
2 

∂l

𝜕𝜇𝐵
= (∑

𝜕𝑙

𝜕𝑥�̂�

𝑚

𝑖=1

∙ −
1

√𝜎𝐵
2 + 𝜖

) +
𝜕𝑙

𝜕𝜎𝐵
2 ∙ ∑ −

2(𝑥𝑖 − 𝜇𝐵)

𝑚

𝑚

𝑖=1

 

∂l

𝜕𝑥𝑖
=

𝜕𝑙

𝜕𝑥�̂�
∙

1

√𝜎𝐵
2 + 𝜖

+
∂l

𝜕𝜎𝐵
2 ∙

2(xi − μB)

m
+

∂l

∂μB
∙

1

m
  

∂l

𝜕𝛾
=  ∑

𝜕𝑙

𝜕𝑦𝑖
∙ 𝑥�̂� 

𝑚

𝑖=1

 

∂l

𝜕𝛽
=  ∑

𝜕𝑙

𝜕𝑦𝑖

𝑚

𝑖=1

 

In conclusion, batch normalization helps reduce the internal covariate shift which helps to speed 

up the training process. One of the intuitions about batch normalization is that it squeezes 

activation values to the middle away from saturation area which gives higher gradient during 

training. Therefore, it can have a higher learning rate and converges faster.  

 

2. Layer Normalization 

Slightly different from the batch normalization, layer normalization is still designed to reduce the 

problem of internal covariate shift. It applies a different approach which it normalizes features 

within one layer altogether. Therefore, it is independent of the batch size.  

The idea of layer normalization comes from when there are some changes in the output of one 

layer cause some big changes in the sum of inputs for the next layer, especially for ReLU activation 

function which output may change a lot. It may suggest that by normalizing the summed inputs, 

covariate shift will then be reduced. The way to calculate its mean and variance is majorly the 

same but remains at the layer lever. The formula is shown below, where H is the number of 

hidden layers:μ𝑙 =
1

𝐻
 ∑ 𝑎𝑖

𝑙𝐻
𝑖=1          𝜎𝑙 = √

1

𝐻
∑ (𝑎𝑖

𝑙 − 𝜇𝑙)
2𝐻

𝑖=1  

In conclusion, it introduces a different approach to speed up the training of neural networks. The 

experiential study shows that recurrent neural network benefits from this architecture the most. 
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3. Group Normalization  

Many experiments show that the performance of batch normalization highly depends on the 

batch size. Models usually get malfunction when batch size is very small. For image detection, 

segmentation and video, we may expect to have larger models and require smaller batches 

because of the computational constraint. The paper introduced a simple alternative approach for 

batch normalization which yields a comparable result with batch normalization and maintains 

the model’s performance when batch size is lower.  

Group Normalization provides a more stable data normalization methodology that can ease 

optimization and enable very deep networks to converge. Its methodology is fairly 

straightforward. Group Normalization divides the channels into groups and computes within 

each group the mean and variance for normalization. Its set Si is defined as:S𝑖 = {𝑘|𝑘𝑁 =

𝑖𝑁 , ⌊
𝑘𝐶
𝐶

𝐺

⌋ = ⌊
𝑖𝐶

𝐶/𝐺
⌋} , where G is the number of groups as a pre-defined hyper-parameter, the C is 

the number of channels in each layer, second term indicates index I and k are in the same groups. 

Then inherit from batch normalization, we end up with the following algorithm: 

Function GroupNorm( x, gamma, beta, G, eps = 1e-5): 

 # x: input features with shape[N,C,H,W] 
 # gamma, beta: scale and offset, with shape [1,C,1,1] 
 # G: number of groups for GN 
 N, C, H, W = x.shape 
 X = tf.reshape(x, [N, G, C // G, H, W] 
 Mean, var = tf.nn.moment(x, [2, 3, 4], keep_dims = True) 
 X = (x -  mean) / tf.sqrt(var + eps) 
 X = tf.reshape(x, [N, C, H, W]) 
 Return x * gamma + beta 
 

The experiential result shows that group normalization is an effective way to normalize the inputs, 

as paper indicates its success in a variety of applications. The model remains at the layer level, 

which is independent of the size of the batch. 

 

4. Mixup 

Empirical Risk Minimization is known as the most common method to train the deep neural 

network. However, there are several problems with it including try to memorize the training data 

(overfitting), predictions change drastically when evaluated on examples just outside the 

distribution (adversarial examples). To address those problems, the paper provides a new 

principle which is called mixup extends the training distribution by incorporating the prior 

knowledge. Its goal is to generate a more robust model when facing adversarial examples. 
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Methodology: 

Instead of only approximating the distribution Pδ, the model will try to find its vicinity distribution 

as well. Then, we propose a generic risk minimization:  

μ(�̃�, �̃�|𝑥𝑖, 𝑦𝑖) =
1

𝑛
∑ 𝐸⏟ [𝛿(�̃� = 𝜆 ⋅ 𝑥𝑖 + (1 − 𝜆) ⋅ 𝑥𝑗 , �̃� = 𝜆 ⋅ 𝑦𝑖 + (1 − 𝜆) ⋅ 𝑦𝑗)]

𝜆

𝑛
𝑗  , Where (xi, yi) 

and (xj, yj) are two feature-target paired vectors, and λ~Beda(α, α), for α ∈ (0, ∞) , α controls 

the strength of interpolation between feature-target pairs. The intuition of this trick is that it 

encourages in-between data points behave linearly. Eventually, It reduces the amount of 

undesirable oscillations when predicting outside the training examples and it will obtain a 

Smoother estimate of uncertainty. Therefore, its priciple is straight-forward and codes added to 

other model is relative small amount: for (x1,y1), (x2, y2) in zip(loader1, loader2): 

 lam = numpy.random.beta(alpha,alpha) 
 x = Variable(lab * x1 * (1. – lam) * x2) 
 y = Variable(lam*y1 + (1. – lam) /=*y2) 
 optimizer.zero_grad() 
 loss(net(x),y).backward() 
 optimizer.step() 
 

Paper has tried the new technology on ImageNet classification which includes 1.3 million training 

images, 50,000 validation images, a total of 1,000 classes followed by some standard data 

augmentation practices (scale and aspect ratio distortions, random crops, and horizontal flips). 

Paper proposed a simple and straightforward method. Indeed, It improves the generalization 

error of state-of-art models on ImageNet, CIFAR, speech, and tabular datasets and helps to 

combat memorization of corrupt labels, sensitivity to adversarial examples, and instability in 

adversarial training. 

 

5. ShakeDrop 

New proposed ResNets and their variations, such as ResNeXt, wide ResNet, and pyramid ResNet, 

have reached the lowest error in many image classification tasks. Regularization methods usually 

are used to provide extra constraints on a model to reach either better performance or fewer 

problems (overfitting, gradient vanishing). Some effective regularization methods for ResNet 

includes stochastic Depth and shake-shake. The paper discovers a new proposal regularization 

which tends to combine those two regularizations for multiple-branch ResNet models. 

 

Review for Resnet: 

ResNet extends the original convolutional neural network layers into two branches. One is the 

convolution layers branch, which is called the residual block, and another branch is the identity 
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mapping from the last hidden layer’s output. Therefore, the output of the residual block is the 

combination of an identity map of the input and the output of the residual branch, G(x) = 𝑥 +

𝐹(𝑥). This architecture preserves the correlations from layers to layers and maintains the affect 

of gradients to the earlier layers. It enables our architecture to go deeper which generally yields 

a better result. 

 

PyramidNet:  

The PyramidNet is a variation of ResNet. It is gradually adding some channels on the residual 

block when the layers are getting deeper. The experiential result shows that it can reach a higher 

accuracy within a medium size of parameters.  

 

Wide ResNet:  

Instead of increasing the number of layers, Sergey and Nikos figured out a different approach by 

the expanding the width of the layers. They showed that the wide version of ResNet could not 

only achieve the state-of-art performance, but it can also train several times faster than the 

vanilla ResNet. 

 

ResNeXt:   

The ResNeXt model adds cardinality to the residual branch by attaching more branches and 

different transitions. Now, the output from one residual block contains several residual branches 

and the identity mapping, G(x) = 𝑥 + 𝐹1(𝑥) + 𝐹2(𝑥). 

 

Stochastic Depth:  

To overcome the problems of ResNet such as vanishing gradients, it suggests that stochastically 

selects residual blocks to drop and makes the network shallow will be helpful. The process is 

G(x) = 𝑥 + 𝑏1𝐹(𝑥)  , b𝑙  ∈ {0,1} with pl. The distribution of pl is either uniform or linear decay 

rule:p𝑙 = 1 −
1

𝐿
 (1 − 𝑝𝐿). 

 

Shake-Shake:   

Shake-Shake is another trick that we may add to the ResNet model. The output of the residual 

block is G(x) = 𝑥 + 𝛼𝐹1(𝑥) + (1 − 𝛼)𝐹2(𝑥), α ∈ [0,1]. It acts like the interpolation of two data 

in the feature space can synthesize reasonable augmented data. One of its constrain is that it is 

only applicable to multi-residual-branch model. 
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Methodology:  

Combining shake, ResDrop, and pyramid, the author proposes a new architecture called 

shakeDrop which allows single branch pyramidNet to use shake-shake regularization. Its layer’s 

output is G(x) = 𝑥 + (𝑏𝑙 + 𝛼 − 𝑏𝑙𝛼)𝐹(𝑥) , which is equivalent to G(x) =

 {
𝑥 + 𝐹(𝑥), 𝑖𝑓 𝑏𝑙 = 1

𝑥 + 𝛼𝐹(𝑥), 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
. The new stochastic regularization method ShakeDrop achieved the 

state-of-art performance in the CIFAR-10/100 datasets. Its effectiveness was confirmed through 

the experiments on CIFAR-10/100. PyramidNet + ShakeDrop architecture has achieved both 

longer learning and image preprocessing achieved error rates of 2.31% and 12.19%. 

 

6. Fully Convolutional Networks for semantic segmentation 

Convolutional networks are powerful visual models that yield hierarchies of features. The 

primary goal of this paper is to build ‘fully convolutional’ networks that take the input of arbitrary 

size and produce correspondingly-size output with efficient inference and learning. It adapted 

contemporary classification networks (AlexNet, the VGG net, and GoogLeNet)  and transferred 

their learned representations by fine-tuning. In short, CNNs tend to be more interpretable than 

other deep neural networks. Therefore, its feature extraction capability is outstanding. We are 

interested in the architecture of model in the paper and what trading strategy we can develop 

based on it. The following picture is the visualized architecture of this network: 

 

Figure 7. Transforming fully connected layers into convolution layers enables a classification net to output a 

heatmap. Adding layers and a spatial loss produces an efficient machine for end-to-end dense learning.[9] (Long et 

al. 2014) 

There are three innovations about this paper including fully convolutional networks, upsampling, 

skip nets. This new architecture has opened up a new gate for image object detection especially 

the semantic segmentation. 
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Fully convolutional networks: 

It replaces the last three fully connected layers with three another convolutional layers which 

consistently preserves features spatial relationship. It also frees up the constraint for input size 

so the size of the input image will no longer affect the kernel size. Moreover, the output keeps 

the form of a matrix (no need to collapse into one vector). An example of FCN is that model 

begins with VGG 16-layer net, ends with final loss layer GoogLeNet, discard the final classifier 

layer, and convert all fully connected layers to convolutions. 

 

Upsampling: 

A way to upsampling is backward deconvolution with an output stride off. The upsampling 

operation will increase the size of each input and eventually reconstruct the original size.  

 

 

 

 

 

 

 

 

Figure 8. Our DAG nets learn to combine coarse, high layer information with fine, low layer information. Pooling 

and prediction layers are shown as grids that reveal relative spatial coarseness, while intermediate layers are 

shown as vertical lines. First row (FCN-32s): Our singlestream net, upsamples stride 32 predictions back to pixels in 

a single step. Second row (FCN-16s): Combining predictions from both the final layer and the pool4 layer, at stride 

16, lets our net predict finer details, while retaining high-level semantic information. Third row (FCN-8s): Additional 

predictions from pool3, at stride 8, provide further precision. [9] (Long et al. 2014) 

 

Skip Layer: 

Since the pooling operations are possibly losing some important information so that output from 

the last three models is dissatisfying coarse, the paper addresses this problem by adding skips 

that combine the final prediction layer with lower layers with finer strides. Paper proposes three 

different way to combine: FCN-32 (single-stream net, upsamples stride 32 predictions back to 

pixels in a single step), FCN-16 (prediction from both final and pool4), FCN-8 (prediction from 

final, pool4 and pool3). 
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Figure 9. Skip layer.[9] (Long et al. 2014) 

 

Segmentation Architecture:  

For semantic segmentation task, the model appends a 1x1 convolution with channel dimension 

21 to predict scores for each of the PASCAL classes at each of course output locations followed 

by a deconvolution layer to bilinearly upsample the coarse outputs to pixel-dense outputs.  

In conclusion, Learning this skip net improves performance on the validation set by 3.0 mean IU 

to 62.4. Fully convolutional networks are a rich class of models, of which modern classification 

convnets are a special case. Recognizing this, extending these classification nets to segmentation, 

and improving the architecture with multi-resolution layer combinations dramatically improves 

the state-of-art, while simultaneously simplifying and speeding up learning and inference. The 

following is the test accuracy result, as FCN-8s generally has best performance, 
 

 

Table 3. Comparison of skip FCNs on a subset7 of PASCAL VOC 2011 segval. Learning is end-to-end, except for FCN-

32s-fixed, where only the last layer is fine-tuned. Note that FCN-32s is FCNVGG16, renamed to highlight stride. [9] 

(Long et al. 2014) 

 

7. CoorConv Neural Network 

The convolutional neural network has shown substantially good performance in image detection 

tasks. However, In some trivial problems like coordinate transformation, which simply requires 

learning a mapping between coordinates in (x,y) Cartesian space and one-hot pixel space, it 
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seems like that CNNs are not stable when handling the task like that. The author designed several 

different tasks to identify CNNs’ weakness and how his proposed model improves the situations. 

The first task requests to reconstruct a sparse canvas with a hot-pixel which is corresponding to 

the input coordination. The second task called Supervised rendering which requires the model 

not only to identify the center but also to reconstruct the rectangular. The last problem, which is 

more challenging because it includes the popular generative model GAN, verifies if the new 

regularization works better. The following image visualizes the problem, notice that the inverse 

arrow direction is also part of the experiment. 

 

 

Figure 10. Toy tasks. The conv block represents a network comprised of one or more convolution, deconvolution 

(convolution transpose), or CoordConv layers. Experiments compare networks with no CoordConv layers to those 

with one or more. [8] (Liu et al. 2018) 

Methodology: 

The author proposed the CoordConv to solve this problem. The dataset he uses in this model is 

straightforward. The input is the coordination of the hot-pixel and output is an image that 

encloses the information about that input coordination. Suppose each canvas has the size of 

64x64, then the total will be 3,136 examples. The paper proposes two ways, uniformly and 

quadrant, to split data and test the out-of-sample distribution.  

 

Figure 11. The Not-so-Clevr dataset. (a) Example one-hot center images Pi from the dataset. (b) The pixelwise sum 

of the entire train and test splits for uniform vs. quadrant splits. (c) and (d) Analagous depictions of the canvas 

images Ii from the dataset. Best viewed electronically with zoom. [8] (Liu et al. 2018) 
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The paper Implements coordConv net as a simple extension of the standard convolution in which 

extra channels are instantiated and filled with coordinate information. The model concatenates 

I coordinate channel with the size of w x h with input. Its first row filled with 0’s, second row filled 

with 1’s, third with 2s’, etc. Then the system concatenates j coordinate channel with the size of 

w x h into the input. Its first column filled with 0’s, a second column filled with 1’s, etc. Finally, 

the system will scale those coordinate channel’s value in the range [-1,1]. The following graph 

well visualized the whole transformation, 

 

Figure 12. Comparison of 2D convolutional and CoordConv layers. (left) A standard convolutional layer maps from 

a representation block with shape h x w x c to a new representation of shape h’ x w’ x c’. (right) A CoordConv layer 

has the same functional signature, but accomplishes the mapping by first concatenating extra channels to the 

incoming representation. These channels contain hard-coded coordinates, the most basic version of which is one 

channel for the i coordinate and one for the j coordinate, as shown above. Other derived coordinates may be input 

as well, like the radius coordinate used in ImageNet experiments. [8] (Liu et al. 2018) 

 

Its idea came from Compositional Pattern Producing Networks (CPPNs). It synthesizes a drum 

track which could derive both from a time coordinate and from other instruments. The model 

also adds the element of Spatial attention and to generative models that separately learn what 

and when to draw. 

Results: 

Paper examined the effectiveness of using the only vanilla convolutional neural network for 

coordinate transformation. It can only reach about 86% accuracy with 200k parameters and over 

one hour to train.  It demonstrates that CNNs’ weakness in generating. As the second row of the 

following graph shows, pure CNNs can barely reconstruct those out-of-sample results. By adding 

CoordConv to it, we attained perfect performance on both data splits and did so with only 7.5k 

parameters and in only 10-20 seconds. 
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Figure 13. Result of reconstruction and out-of-sample test. [8] (Liu et al. 2018) 

 

        

Figure14. Result of training and test accuracy. [8] (Liu et al. 2018) 

 

 

Figure 15. Real images and generated images by GAN and CoordConv GAN. Both models, when trained well, learn 

the basic concepts: two objects per image, one red and one blue, their size is fixed, and their positions can be 
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random (column 1). However, plotting the spread of object centers over 1000 samples, we see that CoordConv 

GAN samples cover the space better, while GAN samples exhibit mode collapse on where objects can be (column 2 

and 3). In terms of relative locations between the two objects, both model exhibit a certain level of model collapse 

(column 4). The averaged image of CoordConv GAN is also smoother and closer to real (column 5). With LSUN, 

sampled images are shown (column 6). All models used in generation are the best out of many runs. [8] (Liu et al. 

2018) 

 

From the resulting graph above, we observe that the GAN with CoordConv has a more diversified 

generative output comparing with pure GAN.  

Some future works include evaluating its benefits in detection, language tasks, video prediction, 

with spatial transformer networks, and with cutting-edge generative models. 

 

8. Thresholded ConvNet 

Technical analysis or chartism, of financial analysis, relies solely on historical price and volume 

data to produce forecasts, on the assumption that specific graphical patterns hold predictive 

information for future asset price fluctuation. Candlestick visually encodes the four features 

which are the opening price, closing price, high price and low price. A white bar denotes a positive 

return while a black bar denotes a negative return. 

 

 

Figure 16. Candlestick representation of financial time series data. [1] (Ghoshal et al. 2018) 
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Figure 17. For each timescale (1-day, 2-day and 3-day), we specify 8 chartist paŠerns and the future direction they 

predict (‘bullish’ for positive returns, ‘bearish’ for negative returns). [1] (Ghoshal et al. 2018) 

 

Paper rigorously evaluate the practice of candlestick chartism and find little evidence to support 

it. Filters learned and tested on 22 years of S&P500 price data in a CNN architecture can yield 

modest gains. However, Considerable gains in forecasting capability are achievable through 

ensemble methods and confidence in thresholds in CNNs models. 

Methodology:  

First of all, the model tests on the fully connected neural network. For scale and stationarity, it 

processes original 4xn price signal matrix F to be 80xn price signal matrix (combining 20 days 

price information) to form an F* matrix. Then we pass F* through a multilayer perceptron 

involving fully-connected hidden layers. The out-of-sample accuracy of this model is around 50%. 

 

 

Table 4. Accuracy obtained after training a 2-layer MLP through a set number of epochs. [1] (Ghoshal et al. 2018) 

 

Then it tries another way to form the patterns’ matrices. It Stacks eight pattern matrices TPm 

defined previously (m = 1,2,3 for each m there exists eight patterns) along the depth dimension, 

producing 4x(mx8) tensor T. T’s inner product with standardized windows of the raw price signal 

F yields a new 8xn matrix FT: F𝑇 = < 𝑇, 𝐹 >. Using the same structure MLP to train and its 

performance accuracy is 49.8% after 100 epochs using the 1-day patterns, 
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Table 5. Accuracy obtained after training a technically-filtered MLP using filters of length m = 1 through a set 

number of epochs; multi-day filters produced similarly lacklustre results. The technical analysis filters produce 

feature maps with less discernible structure than the original input. [1] (Ghoshal et al. 2018) 

 

Then it Adds a single Convolutional layer with eight filters to our earlier MLP. For 1-day, 2-day, 3-

day patterns, models are separated into 3 pthreeeces which their corresponding filter of sizes 

are 4, 8, and 12. Confidence Thresholding is to add a confidence threshold α to the classification 

output of the final softmax layer, disregard the result that is lower than α. Ensembling TCNNs is 

to ensemble of multiple copies of the same CNN and apply to average across the class 

assignments for the each-day model. The architecture is given below, 

 

Table 6. Architecture of a CNN scanning patterns of length m. [1](Ghoshal et al. 2018) 

 

The top-confidence centile reaches 57.5% accuracy, and the following the profit table shows a 

remarkable gain from this trading algorithm, respectively. 

 

 

Table 7. Compound Annual Growth Rate (CAGR) and Sharpe ratio of the TCNN models under various assumptions 

for the cost of trading. The TCNN ensemble and 1-day TCNN are optimal choices for return and risk-adjusted return 

maximisation. [1](Ghoshal et al. 2018) 

The result shows that historical price could potentially be a good indicator to future price 

movement. Thresholding, shallow, and deep ensembles improve accuracy significantly and yield 

a robust framework for systematic decision making in financial markets. 
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